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Preface 
I am a cyber security student in Australia and owner of a small IT services business has some 

problems with the code that is proposed. I feel that if the codes are implemented as are they will 

continue the brain drain as the tech industry flees Australia for more accommodating nations. 

I also feel that the codes as they are constituting a serious cyber security risk by mandating that all 

companies with interactive online presence record visitor’s identity credentials like drivers license or 

passport. If companies like Optus or government departments like the NSW Roads and Maritime 

Services can experience data breaches that result in threat actors gaining access to treasure troves 

of thousands of millions of identity documents that enable identity theft, what hope do start-ups 

with a limited cyber security capability have to protect such information? 

 

Again, considering the fallout of such data breaches, it is pointless to require personal ID to 

authenticate someone’s social media account. Many identities can be found online for free, and 

criminals can easily buy bundles of identities, enough to facilitate identity theft off darknet forums 

with little trouble if they want to post illegal content, or perform scams. 

Cyberbullying is something that also carries a high risk of identity theft. The attacker knows intimate 

details about the victim and has incentive to impersonate the victim to frame them as part of a 

larger attack. 

 

While the below may take the form of a form letter, I feel that as a cyber security student studying at 

TAFE NSW that the following matches my personal opinions better than I can express them myself. 

* Head terms 

** s6.1 

At a - Systematic weakness - the use of the term systematic makes this less clear. 

It is possible that any weakness is 'systematic' - systematic is not defined, 

and common definitions of systematic weakness is any organised or deliberate 

weakness - or it could mean that weaknesses can be required in one part if 

they don't create a weakness to the overall (however - I think that this 

thinking is fallacious because good security relies on defence in depth - 

margins of error so if one thing fails, another backup provides protection). 

  

All this considered, I'd recommend the simpler and clearer: 

"implement or build a weakness, or a vulnerability, into a form ..." 



  

At f - "(though an industry participant may be required to adopt compliance 

measures that are intended to prevent end-users from exploiting anonymity or 

other identity shielding techniques to share harmful material)". I suggest 

that this parenthetical information be deleted. The online safety risks from 

measures that ban pseudonymous interaction are far greater than the benefits 

of requiring providers to identify users. 

  

My personal data has been leaked repeatedly by services I have used, and data 

breaches are the greatest online safety threat facing users today - and the 

data from these breaches are often 

sold by criminals, to other criminals, to be used for criminal purposes. 

Pseudonymous services allow users to compartmentalise their identity, so that 

if all information a provider holds on them is breached, the impact is limited 

to that service (and some users might even interact with the same service under 

multiple pseudonyms, to keep different realms - e.g. professional and personal - 

separate to each other), and so are a major tool users have to protect their 

online safety. 

  

The best strategy industry participants have to avoid leaking PII is to not 

collect it in the first place. Regulation and industry codes which require 

data collection mean that more data is collected (and inevitably, more data 

will be leaked), creating a greater threat to online safety. Just in the 

last few days, for example, Optus had a data breach that led to records belong 

to 9 million Australians being potentially put up for sale online as part of 

a ransom scheme. In countries other than Australia, people can get a pre-paid 

mobile phone without providing drivers licence or passport numbers - and society 

doesn't fall over. In Australia, this requirement has led to collection 

of more PII, which has then been leaked - so it is a net negative for online 

safety. For this industry code is not to be a net negative, it should avoid 

spreading the mistake made with mobile phone regulation to other services, and 



hence absolutely rule out requiring any attack on anonymity / pseudonymity. 

  

Unintentional data leaks aside, there is also a significant risk to users that 

data required to be collected by industry participants will be used by the 

organisation collecting it for purposes other than the purposes of the code. 

For example, a social media company collecting someone's real name and date of 

birth could use that information to build a profile about a person associated 

to a real person, and sell it to insurance companies so they can use it to deny 

cover or increase prices; any use of a person's online activities for a purpose 

which is not in their interests is an online safety concern. While industry 

participants can opt to require a real identity now, and make profile sharing a 

take it or leave it proposition, that is not a common practice in the industry 

right now - and an industry participant who unilaterally decided to demand 

verification of identity would lose business to those who do not. If an industry 

code forced all industry participants to collect real identity information, 

however, this would enable undesirable business practices that currently aren't 

commercially viable. It would also likely have a chilling effect on user adoption 

of smaller sites - if users had to provide sensitive documents that put them at 

risk of identity theft, they are unlikely to take a risk on up and coming sites, 

which would further consolidate the industry on a few large players, and slow 

innovation in Australia. 

  

Furthermore, banning pseudonymous activity could also cause users to self-censor 

non-harmful content; for example, people might be less likely to share personal 

details and build strong connections with others online if everything they say 

might be leaked against their real identity. They might not be as willing to get 

involved online in political activism, or in presenting innovative ideas that 

might or might not work. These types of connection are increasingly important in 

Australia as we recover from COVID-19, and an industry code that might require 

identity verification would be a net negative for society. 

  



Therefore, I suggest that (f) be strengthened, made absolute and simplified to: 

"collect, verify, store, retain, or publish the real identity (or any other 

personally identifiable information) of any end-user" 

  

  

* Schedule 1 

** 3 

This is likely a significant burden to smaller services, disproportionate with 

any risks. I suggest in addition to 3(d), the section of the code only applies 

to services that expect to have 10,000 or more monthly active users - even if 

other criteria are not met. 

  

** 6.3(c) 

The requirement to terminate an account (which implies permanent termination) could be 

problematic in several circumstances. 

  

An anecdote is helpful to demonstrate the potential harm for innocent users of 

some aspects of this code. Recently, in the United States, media reported 

that Google had permanently closed accounts for a father who sent 

a photograph of his young son to his doctor to aid in diagnosis, after the 

photograph was synchronised to cloud storage and then classified by Google 

as CSEM. Because Google used a single-sign on system, terminating the account 

had implications significantly beyond Google's social media features - for 

example, email and access to data uploaded by the same user. A report 

was made to police by Google, but the man was cleared by police - 

but despite being cleared, Google refused to reinstate the account. 

  

There are several reasons why permanent termination might be unreasonable: 

As in the above case study, the material might have been misidentified due to 

missing context. Alternatively, there might be doubt about which individual 

submitted the material. This can happen in several ways: criminals commonly use 



the resources of other people - for example, they might connect to unprotected 

wifi, or compromise a computer. In addition, it is a common tactic by bullies 

to frame victims of bullying in ways that have negative consequences for the 

victims - this behaviour can start as graffiti on a school desk attributed 

to the victim, but it is not a far stretch from that for bully to access a 

device of a victim and post something the bully knows will result in that 

victim being banned from a crucial social media network for life. In addition, 

even if someone genuinely posted the material, there should be some recognition 

that they might eventually serve a sentence and be remorseful and rehabilitated, 

and hence it would be disproportionate to never allow them to return. 

  

On the aspect of ensuring the response is restricted to features that could 

cause harm, I suggest replacing "terminate an end-user's account" with 

"suspend an end-user's ability to submit content to be viewed by other users 

without manual review by staff". 

  

In addition, to avoid the code being used as a mechanism to enable 

cyberbullying, it should add a new requirement: 

"(d) provide a genuine appeal process that: 

   (i) allows end-users to appeal on any grounds the end-user chooses, and 

       attach supporting documentation the end-user deems relevant; 

   (ii) includes review by at least one staff member with genuine discretion 

        and authority to reinstate the user's access or to deny the appeal; 

   (iii) provides for reinstation of access unless it is satisfied, after 

         considering all evidence, that the individual end-user personally 

         submitted the material to the account, that the material was genuinely 

         CSEM or pro-terror material, and that the end-user has not already been 

         cleared, acquitted, discharged, or completed any sentence (including 

         any period in which they are forbidden to use the service under any 

         conditions of probation). 

   (iv) prohibits the use of information provided in the appeal for any purpose 



        other than determining the appeal (except where the information provided 

        for the appeal is itself abusive or illegal, or as required by law). 

" 

  

** 6.3(d) 

The guidance suggests a reasonable measure is to block new accounts: 

"created from that device or IP address either indefinitely or for a period of time" 

  

This is not a reasonably practical measure, because IP addresses often change 

regularly (due to dynamic IP address allocation practices), and also are often 

shared between end-users (for example, due to technologies such as Carrier Grade 

Network Address Translation - CGNAT - which is increasingly being deployed due 

to exhaustion of the IPv4 address pool). Many platforms - including the web 

platform - deploy countermeasures to reduce the risk of fingerprinting of users 

other than through officially supported measures such as cookies, and provide 

ways to clear cookies, and so obtaining a consistent user identifier is 

(rightfully) difficult. Attempting to implement this would simply result in 

other users being caught as collateral damage. 

  

The only practical ways to support 6.3(d) are invasive measures such as 

requiring verification of personally identifiable from users, which, for the 

reasons discussed earlier in this submission, are a net negative for users. 

I suggest removing 6.3(d) entirely. 

  

** 6.6(a) 

This requirement essentially prohibits anonymous usage of a service. As discussed 

earlier, there is significant value to anonymous content. 

  

This would, if construed strictly, ban widely used protocols. 

  

For example, the Internet Relay Chat protocol is an open Internet protocol that 



was standardised in 1993 (but existed prior to then). It is still widely used 

for communications between users. It substantially pre-dates the term 'social media', 

but an IRC server would generally be classed as social media under the code as 

proposed (and in some cases, could be a tier 1 

service). Firstly, IRC servers generally exist for "the sole or primary purpose 

of the service is to enable online social interaction between 2 or more 

end‑users", allow end-users to interact and post 'material' (in the form of short 

text messages - but with clients providing the ability to establish direct 

connections to share files). IRC servers do not, in general, require registration 

to connect, only selection of a temporary 'nickname'. 

  

In addition, federated open protocols, by their nature, allow anyone to host a 

server. Users generally have a home server, and require registration on their 

home server (or to operate their own server), but servers accept data from other 

servers (which can be any arbitrary user). 

  

Perhaps the best known example of this is SMTP (Simple Mail Transfer Protocol), the 

underlying protocol supporting email. Anyone can start their own mail server, and 

send mail to their choice of any user globally on any one of hundreds of thousands 

of mail servers, and don't need to register with each of the hundreds of thousands 

of servers on the Internet they could send to before registering. Since mail servers 

meet the definition of social network, this likely makes any mail server a tier 

1 service (due to the number of mail users worldwide). 6.6(a) would require that mail 

servers do not receive mail from mail servers / users on other mail servers that have 

not registered with that particular mail server - in other words, to send mail from 

Hotmail to gmail, a Hotmail user would need to register with gmail. Due to there 

being hundreds of thousands of mail servers, this would effectively break the 

interoperability of email for Australian users. 

  

Other federated protocols similarly impacted include the messaging service XMPP (also 

known as Jabber), and the open social networking software Mastodon. 



  

Erecting barriers of entry to federated protocols will essentially remove choice 

for Australian end-users, forcing them to use 'walled gardens' by a few big 

players. This will consolidate power in a few overseas companies, reduce 

resiliency of communications, and allow a few companies to monitor and monetise 

nearly all communications, with users having no practical alternative. 

  

This is clearly not worth it, so I suggest 6.6(a) be removed entirely. 

  

** 8(a) 

  

This requirement is problematic for smaller providers (which might still be 

classified as tier 1 due to the nature of their services, and might have low 

operating budgets) - especially those hosting federated services, because 

databases of known hashes are not generally published. 

  

Until there is an entirely openly available database of hashes available freely, 

this should not be a requirement. 

  

This would be less onerous if it only covered exact matches of files that the same provider had 

already removed. 

  

As it is, it will create barriers to entry and mean that only large companies 

can operate services that would be classified as tier 1. 

  

** 9, 14, 15, 19, 32 

The requirement that potentially tiny tier 1 providers need to invest in novel 

research will essentially mean that only large companies can operate services that 

would be classified as tier 1. I suggest removing this requirement. 

  

* Schedule 2 



Where similar concerns apply to schedule 1, these are not repeated. 

  

** 8.7 

I think the requirement that a user 'register' is unclear as to whether or not 

the service or system can assign an identifier to the user (rather than using 

a pre-existing identifier). Assigning an identifier to a user is a reasonable 

technical measure. However, it is not clear what the benefit of the requirement 

to register actually is - so I suggest deleting it. 

  

** 8.15 

This requirement could particularly be very onerous (or even impossible if no such 

forum is available) - especially for small providers, and if there are fees to take 

part in the forum, or it requires travel. 

  

** 18 

Where providers offer federated or hosted open source services that use clients developed 

by a third party, there might not be a reasonable way to implement this. 

  

* Schedule 3 

Where similar concerns apply to schedule 1 or 2, these are not repeated. 

  

** 8.6 

Some services to which the schedule applies do not even have user-supplied content. 

As such, they would have non-technological mechanisms to achieve the same thing. 

Manual review of 100% of all content is the gold standard, so the standard should 

only apply to user-submitted content. 

  

In addition, some types of services encrypt data end-to-end, so that the provider does 

not have the technical means to scan the plain-text data. 

  

* Schedule 4 



Where similar concerns apply to other schedules, these are not repeated. 

  

* Schedule 5 

Where similar concerns apply to other schedules, these are not repeated. 

  

** 1.a 

This would essentially prohibit or greatly limit app distribution providers which 

collect third party Free / Open Source apps and distribute them on their own 

initiative - for example, the F-Droid app store. 

  

F-Droid works by collecting apps which are provided under an open source license ( 

i.e. software for which the source code is available and which is distributed on 

terms that it can be redistributed and modified by others, subject to conditions), and 

providing them to users. The apps in it are typically much less abusive of users 

rights (for example, because they are Open Source, they typically do not track 

users and collect PII to send back to the app producer, unlike many apps in commercial 

app stores). As such, F-Droid is a currently legal service that is a positive thing for 

online safety. App providers do not ask F-Droid to list their apps; instead, they 

are licensed and put publicly on the Internet by app authors, and are then gathered by 

volunteer contributors to the project. As such, F-Droid do not have a relationship with 

app providers, they rely on licenses unilaterally offered to anyone by the authors. 

  

For F-Droid to continue operating, they would need to get all the app authors to 

agree to something - and it is likely that if they are approached by an organisation 

they have no relationship to and be asked to sign something in relation to 

software they have agreed to make available for free, that many might decline. 

In some cases, one piece of software might have been started by one author, who 

could even now be deceased, and been continued by other authors - as written now 

even the deceased author might be treated as a third party app provider. 

Perhaps this could be mitigated if Open Source apps were exempted 

from the code / treated as first party. 



  

** 3 

Many apps are very generic - for example, a browser app or an ebook reader app. 

Neither the maker of the app nor the app store reasonably can control what content 

a user will load in the app. It should be made clear that such apps do not need to 

be rated based on the worst possible thing that could be loaded (and especially 

should not be removed on those grounds. 

  

* Schedule 7 

** 6.9 

It is inappropriate to use a legally binding code to promote a particular service, 

especially if it is a service which providers must pay one of the developers of the 

code or its partners to be listed under. This should be removed. 

  

* Schedule 8 

Where similar concerns apply to other schedules, these are not repeated. 

  

** 7.6 

Free / Open Source OS providers should be exempt from these requirements, because 

anyone installing the OS on a device would be able to modify the software if needed. 

Otherwise, this could be unreasonably burdensome on small community efforts. 

  

** 1 & 13 

These are likely to be particularly burdensome to small providers of Linux 

distributions - it could actually total a higher time commitment compared to 

developing a basic distribution (as an adaptation from an existing system) 

in some cases. Exempting Free / Open Source Operating Systems / distributions 

from the requirements would avoid this. 


