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We are researchers in the ARC Centre of Excellence for Automated Decision-Making
and Society and QUT’s Digital Media Research Centre. The ADM+S is a
cross-disciplinary national research centre that supports the development of
responsible, ethical and inclusive automated decision-making systems. The DMRC is
a global leader in digital humanities and social science research with a focus on
communication, media, and the law.

Our submission outlines a number of suggestions for the Draft Industry Codes
arising from our research. We welcome any further opportunities for consultation or
clarification where we can assist on these issues.

We recommend that:

● Further development of the Codes be paused until they can be aligned with
any legislative changes resulting from current policy reviews, including
particularly on privacy and classification.

● The coverage thresholds for application of the Codes to different providers is
clarified as a priority.

● The complaints, detection, removal, and downranking mechanisms in the
Codes be limited to clearly unlawful material under Class 1A only and should
not be extended to lawful material in the outdated RC category.

● The Codes guarantee support for independent research in the public interest,
building on the commitments to transparency and accountability developed in
the Australian Code of Practice on Disinformation and Misinformation.
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1. Pause further development until the Codes can be aligned to
the Government’s ongoing reform agenda

The Codes should be consistent with broader Government policy and related
regulation. Australia’s communications regulatory regime is already fragmented; the
Government should avoid exacerbating this problem further.

We suggest that the Office of the eSafety Commissioner delays any further
development until the Codes can align with and give effect to legislation currently
under review.

In particular, the Privacy Act review may impose conflicting requirements on service
providers. Personal privacy is commonly understood as critical to safety for
vulnerable populations; no industry code can adequately provide suitable guidance
for online safety without integrating best practices in privacy protection.

Similarly, the current Codes should not adopt the categories of the outdated and
highly controversial existing content classification scheme. The outstanding
classification review will hopefully enact the recommendations made by previous
reviews to develop a cohesive classification framework for a converged media
landscape.

The Codes should also clarify what the overlap is between obligations relating to
Class 1A and 1B material and material covered by the Criminal Code Amendment
(Sharing of Abhorrent Violent Material) Act 2019.

2. Coverage thresholds

The outstanding questions around the thresholds for application of the Codes to
different providers are extremely important. It is impossible to fully evaluate the
proposed Codes without understanding which service providers will be regulated
under which categories. This is not sufficiently clear in the current drafts. We
recommend that these issues are resolved as a priority, and consultation should
recommence once the impact of the Codes can be known.

The most substantial obligations under the draft Codes generally reflect current
practices of well-resourced technology companies. These practices are not at all
standard across smaller commercial and community providers. There has been
extensive concern about the harmful impacts of limiting competition by increasing
regulatory compliance costs without regard to the size of the provider. We note that
the Office has provided some assurances that regulatory burdens will not be
disproportionate, but we do not have sufficient information available to evaluate this
risk at this time.

3. Proactive detection should be carefully limited

The enacting legislation does not create obligations on service providers to
proactively monitor communications over their networks. This was a deliberate
choice and an integral component of the policy debates in the lead-up to the passage
of the Online Safety Act 2021 (Cth). It is critical that the Government should not now
seek to extend any obligation to monitor beyond the legislative intent reflected in the
Act.
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Automated content classifiers consistently under-include harmful material that is
targeted at members of marginalised groups, and they disproportionately include
false positives for content originating from marginalised groups. High quality
automated detection of harmful content is extremely difficult, and becomes
exponentially more difficult as the scope of content targeted is increased. Machine
learning classifiers are improving, but they are only appropriate for monitoring
purposes in limited circumstances.

Overall accuracy is only one component that must be considered. The major
challenge is that errors are not evenly distributed: machine learning systems are
more likely to make mistakes when evaluating content related to marginalised
groups, where there is less training data and where the data that does exist reflects
already entrenched inequality. Many systems are also vulnerable to gaming by bad
actors, who typically target more vulnerable populations. Members of historically
marginalised groups also typically have comparatively less power and fewer
resources to bear the impacts of or challenge the mistakes. There are also
challenges that may arise where an explanation may be required for a classification
outcome. While this is an area of ongoing technical research and development, at
this stage it may not be possible to explain or satisfactorily justify a conclusion
reached by an automated content classification system that uses machine learning
or deep learning techniques.

The Codes should not be extended to require monitoring beyond matching of copies
of unlawful material. The current draft Codes require automated detection of known
instances of child abuse material. This technology uses hash-matching and other
techniques that are generally reliable, and this category of material is usually clearly
unlawful to possess or distribute. The risks of this type of automation for unlawful
content are relatively much lower – although false positives are still common.

4. Prohibition, deranking, and takedown for lawful material

The perceived legitimacy of Australia’s eSafety regulation is likely to suffer as the
scope of prohibited material is increased. There is clear public support for the
prohibition of child abuse material and some extremist content. There is much less
public support for the prohibition of lawful material. The RC category in Australia’s
outdated classification scheme is well-known to be overbroad.1 It includes a great
deal of content that is legal to produce, consume, possess, and distribute in
Australia. A content scheme that uses the outdated RC category is not likely to have
the same degree of support from the public as a more narrowly tailored one would.

Further, regulation has to be enforceable and regularly enforced to be recognised by
the populace as legitimate. The larger the scope of content that is prohibited, the
less it is likely to be routinely enforced. One of the major failings of the content
classification regime under the Broadcasting Services Act 1992 (Cth) was that it was
practically unenforceable. Schedules 5 and 7 of the Act were not widely used, and the
industry codes never worked to effectively restrict access to RC material. The new
regulatory regime should not repeat the same mistakes.

1 The ALRC classification review recommended that the RC category be renamed to
‘prohibited’ and its scope substantially reduced: Australian Government, Australian
Law Reform Commission, Classification—Content Regulation and Convergent Media
(Final Report, March 2012) 270
https://www.alrc.gov.au/wp-content/uploads/2019/08/final_report_118_for_web.pdf.
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Australia’s RC category has always been broader than other democratic countries are
willing to regulate. A great deal of lawful content that falls within 1A and 1B will be
permitted under the rules of major transnational service providers. The codes do not
specify what the outcome will be when a complaint about 1B material is not actioned
because the material is not prohibited by the service provider. Australians have
consistently raised concerns about the application of the RC category to a lot of
material that is socially acceptable. Until the Government acts to modernise
Australia’s classification regime and creates a more coherent and certain approach
to prohibited material, we suggest that the automated detection, complaints, removal,
and downranking mechanisms in the codes be limited to clearly unlawful material
under Class 1A.

5. Accountability means access to data for independent research

The Codes should embed best-practice transparency and accountability practices.
The industry is increasingly committing to genuinely supporting independent
research and auditing of complex content moderation systems. Operating at a large
scale, content moderation systems inevitably make mistakes, and these mistakes
often impact marginalised groups the most. Proper accountability requires better
access to data for independent researchers to undertake public interest research.

The current Codes embed a lightweight model of transparency that is no longer
suitable for coregulatory schemes. Regular transparency reporting of aggregated
figures does not provide sufficiently granular information for academic and civil
society organisations to understand the operation of complex technical content
moderation systems. This lack of transparency directly leads to a lack of trust
amongst the public, and conspiracy theories and misleading folk explanations quickly
gain prominence to fill the information voids. Civil society groups have long warned
about the dangers of relying on closed, non-transparent blacklists and hash-matching
databases. Initiatives like GIFCT have been heavily criticised for a lack of
transparency and adequate safeguards.2 As the use of proactive detection systems
increases, the number and impact of mistakes will also increase.

We suggest that the Codes build on the commitments to transparency and
accountability developed in the Australian Code of Practice on Disinformation and
Misinformation.3 The Disinformation Code includes commitments from industry to
‘support and encourage good faith independent efforts to research Disinformation
and Misinformation’, including through ‘funding for research and/or sharing datasets,
undertaking joint research, or otherwise partnering with academics and civil society
organisations’. Critically, that Code includes a commitment that industry
stakeholders will not ‘prohibit or discourage good faith research … on their platforms’.
These commitments should be mirrored in the current Codes under consideration.

3 DIGI, Australian Code of Practice on Disinformation and Misinformation (22 Feb
2021) https://apo.org.au/node/311094.

2 See, for example,
https://www.article19.org/resources/human-rights-ngos-in-coalition-letter-to-gifct/
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