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Google and YouTube appreciate the oppo�unity to provide this submission to the Online Safety Codes
public consultation. We have products that span most Codes and have been pa�icipating in the working
groups formed to help develop the Codes since September 2021. We welcome the oppo�unity to be
held accountable for our e�o�s to address online safety challenges and to increase transparency across
all of the industry. We remain commi�ed to working alongside the rest of industry towards registration
of the Codes later this year.

This submission outlines Google’s approach to tackling online harms and some of the practical
limitations of proactive technology that informs measures applying to ‘class 1A and class 1B’ content1

within the dra� Codes.

We believe the internet has an immensely positive impact on society. Our mission is to organise the
world’s information and make it universally accessible and useful. The products we have built have been
a force for creativity, learning and access to information. Our products have expanded economic
oppo�unity, allowing small businesses to market and sell their goods across borders. Products like
Google Search have helped educate billions of people around the world, by opening up their access to
information from across the web. YouTube has served as both an ente�ainment destination and a video
library for the world. Activists have used it to advocate for social change, to mobilise protests, and
document war crimes.

Google’s approach to tackling online harms

We recognise that there can be a troubling side of open pla�orms, and that bad actors have exploited
that openness. We take the safety of our users very seriously, and we are commi�ed to ensuring
inappropriate content that appears on our pla�orms is addressed as quickly as possible.

We know that combating di�cult problems of illegal content requires a response from government, civil
society, and the private sector, o�en working in pa�nership. Such challenges cannot be seen in isolation,
or as solely a challenge of the online sphere. For example, tackling terrorist content requires a wide set
of actors to develop e�ective domestic and foreign policies, new security and military tools to more

1 ‘Class 1’ content refers to content that is classified under the National Classification Scheme. The eSafety
Commissioner has proposed sub-categories of class 1 content as follows; (i) class 1A = child sex exploitation
material, pro-terror content and content depicting extreme crime and violence, and (ii) class 1B = content depicting
crime and violence and drug related content.  The eSafety Commissioner has directed industry to apply commitments
under these codes to both class 1A and class 1B content.0



e�ectively deal with terrorism, and programs to promote an environment of oppo�unity and inclusion
that helps prevent radicalisation.

We have not waited for legislation to act in tackling illegal or harmful content, and we are commi�ed to
doing our pa�.

Our strategy for tackling illegal and harmful content is tailored to each of our pla�orms. Across our
products, our teams tackle a huge spectrum of online abuse, from scams, like the email from a ‘relative’
stranded abroad needing a bank transfer to get home safely, to abhorrent content, including child sexual
abuse material (CSAM) online. Understanding the di�erent parameters of the products we serve is vital
to our work and policy development. Given that breadth, our team is diverse, comprising product
specialists, engineers, lawyers, data scientists, ex-law enforcement o�cials and others. They work
hand-in-hand around the world and with a global network of safety and subject ma�er expe�s.

For each product, we have a speci�c set of rules and guidelines that are suitable for the type of
pla�orm, how it is used, and the risk of harm associated with it. These approaches range from clear
community guidelines, with mechanisms to repo� content that violates them, to increasingly e�ective
a�i�cial intelligence (AI) and machine learning that can facilitate removal of harmful content before a
single human user has been able to access it.

We have included three examples for how we approach content challenges on YouTube, Google Search,
and Google News. In summary:

● YouTube: Deciding what content is allowed on our pla�orms, while preserving people’s right to
express themselves freely at the scale we operate is a big responsibility. It means developing
rules that we can enforce consistently. It means balancing respect for diverse viewpoints and
giving a pla�orm to marginalised voices, while developing though�ul policies to tackle
egregious content. That is why we have developed a variety of responses to content challenges.
On YouTube, those actions range from removing violative content, raising up authoritative
content, reducing the spread of borderline content, and rewarding trusted creators. It’s
impo�ant to note that problematic or borderline content on YouTube accounts for less than 1%
of the content on the pla�orm.

● Google Search: Google Search is a web search engine that indexes hundreds of billions of
webpages and is well over 100,000,000 gigabytes in size. We do not host this content and
cannot in�uence its mere presence online, and so we take a di�erent approach to keeping
people safe when using the product. We do this in a number of ways, including the use of
ranking algorithms to su�ace relevant and high quality information, as well as help prevent poor
quality or harmful content from rising in search results. When it comes to removing web pages
from Google Search, we are strongly guided by local law and decisions from the cou�s. Our
approach is based on the belief that, when it comes to questions about what information should
be stripped from public availability, those lines are be�er drawn by the rule of law than by
Google.

● Google News: Google News is one of the �rst places many members of the public turn to when
looking for news content, pa�icularly during times of crisis. It is therefore essential that it



provides authoritative content that our users can trust. We do this in three ways: making quality
count in our ranking systems, counteracting malicious actors, and giving users more context.

Our goal is to achieve both accuracy and scale in our work. That’s why we have people and technology
working together - and we invest heavily in both. We now have over 20,000 people across Google
working on content moderation and removal on our pla�orms. This includes reviewers who work
around the world, 24/7, speak many di�erent languages and are highly skilled.

To give a sense of the scale of our e�o�s, in 2021, our team took down 3.4 billion ads that violated our
policies (including ads designed to trick you into clicking on malware-laden sites). While we estimate less
than 0.11% of material uploaded to YouTube over the April - June qua�er of 2022 violated its policies, we
take the safety of our users very seriously, and we are commi�ed to ensuring that illegal and harmful
content that appears on our pla�orms is dealt with as quickly as possible. During this qua�er, YouTube
removed almost 4.5 million videos that broke our rules and blocked over 754 million comments. Over
93% of the videos removed were �rst detected by a machine, and 68.7% of videos were removed with
less than 10 views.

There is no denying that machine learning algorithms enable content moderation at a scale that humans
are simply not able to match. However,  this technology is in constant iteration and is not infallible.
Proactive technological measures o�en overlook the broader context of a single piece of content, and
automatically removing content is not necessarily the correct decision in every circumstance; machines
are not good at recognising contextual di�erences between content that otherwise looks very similar.
Showing a terrorist video in a news broadcast might be legitimate, but a machine learning system will
have di�culty distinguishing this legitimate use from other illegal or otherwise inappropriate uses.

Comments on dra� Codes

Google suppo�s the codi�cation of various e�o�s and emerging good practices across all eight of the
sectors of industry to address online safety challenges, with an oversight regime that will boost the
accountability and transparency of e�o�s. The Codes introduce signi�cant new safety obligations for
many companies that would raise the level of protections and safeguards across the entire online
industry. We believe the Codes as currently dra�ed strike the right balance between online safety,
user privacy and freedom of expression, pa�icularly around services used for private
communication and storage, and believe the proposed measures are reasonable and
propo�ionate to the harm posed by di�erent types of Class 1A and Class 1B material.

The Dra� Codes are the result of some deeply though�ul discussions between industry on issues. Even
though we are a large and well resourced company, we also acknowledge that the task of reducing
Class 1A and Class 1B material is not always easy. While technology can do many things to mitigate
against the actions of bad actors, there are many practical challenges and limitations to using
technology to solve these problems, in addition to complex policy considerations to weigh up. We are
suppo�ive of bringing these discussions out into the open to stimulate public debate about whether we
have met community expectations. We welcome the oppo�unity to be held accountable for our e�o�s
in addressing Class 1A and Class 1B material, and in increasing transparency across all of the industry.

https://transparencyreport.google.com/youtube-policy/views?hl=en


1. Limitations with proactive detection

We invest heavily in �ghting child sexual exploitation online and use technology to deter, detect, and
remove child sex abuse material (CSAM) from our pla�orms. This includes automated detection and
human review, in addition to relying on repo�s submi�ed by our users and third pa�ies such as NGOs,
to detect, remove, and repo� CSAM on our pla�orms. We deploy hash matching, including YouTube’s
CSAI Match, an API that helps identify re-uploads of previously identi�ed child sexual abuse material in
videos, to detect known CSAM. We also deploy machine learning classi�ers to discover
never-before-seen CSAM, which is then con�rmed by our specialist review teams. Using these machine
learning classi�ers to allow us to proactively identify never-before-seen CSAM imagery, Google created
the Content Safety API, which we provide to others to help them prioritise abuse content for human
review.

There are commonly used methods across industry for detecting child sexual abuse and pro-terror
material. These categories of material are easier to identify because they are o�en clearly illegal and
because of assistance from independent third pa�y NGOs which verify and assist companies in
removing this material. YouTube uses the GIFCT Hash Database (which contains over 320,000 unique
hashes), for example, to prevent any videos identi�ed by the database as meeting the de�nition of
violent extremism from being uploaded to YouTube. Google / YouTube also uses the Content Safety API
to identify new and unseen examples of CSAM.

However these tools have their limitations. For example, the GIFCT Hash Database is made up of hashes
added by member companies on the basis of violations of their policies and only for entities designated
by the United Nations or perpetrator-produced content following a real-world violent extremist event.
Hashes contained within this database are not labelled by legality or illegality, either under Australian or
any other law. The GIFCT Hash Database, along with other CSAM related hash databases, only contains
hashed images or videos that have been seen before; they do not detect new or novel content.

For many years, Google has been working on machine learning classi�ers to allow us to proactively
identify never-before-seen CSAM imagery so that it can be reviewed and, if con�rmed as CSAM,
removed and repo�ed as quickly as possible. This technology powers the Content Safety API, which
helps organisations classify and prioritise potential abuse content for review.

There is also no industry standard or tool used by industry today to proactively detect extreme crime
and violence or other types of Class 1B material. These types of material are much harder for an
algorithm to detect (and therefore the margin for error when seeking to automatically detect this
content would be signi�cantly higher) and require greater human intervention to review (which takes
more time). For example, in the context of content that depicts crime and violence, di�erentiating
between documentary footage, content produced by actors, a video of a real life �ght, ma�ial a�s
training resources and satirical / humorous horse play requires signi�cant human intervention and
cannot be le� to technological scanning to moderate.

Recent research has also shown that even small changes to images - imperceptible to the human eye -
can fool computer vision systems into missing what is obvious to human reviewers. Proactive measures



are improving all the time, but they should only be deployed carefully, and when judged e�ective by
individual companies. This is only possible when the legal framework allows for companies to innovate
both in a responsible way but also without fear of litigation or sanction if they make a mistake.

Machines are excellent at identifying content with common characteristics at scale, but are not
pa�icularly good at understanding context. Humans, on the other hand, are not very e�cient at
identifying content at scale but are capable of grasping context. We use both to their strengths, and the
progress we've made speaks to that, however automated proactive detection techniques remain
challenging for more nuanced content and content that is new or novel.

2. Proactive detection outside of social media and search

While Google employs proactive detection on YouTube and in limited context search (for example, with
known CSAM links), Google does not suppo� broadening proactive detection measures in the Codes to
services that are considered to be more private to an individual, such as messaging or �le / photo
storage services.

Conclusion

Thank you to the Steering Commi�ee for your consideration of this submission. Google and YouTube
appreciate that the sustainability of our business lies in creating and maintaining products that are helpful
and we will continue to work with the eSafety Commissioner and our industry to address online safety
challenges.


